
HOW AN ENTRY IS CLASSIFIED

The decision tree

TERMINALS

USG — unattributed

ASG — attributed

OOS — out of scope

01 TRIAGE — is it in scope?

02 CLASSIFICATION — which terminal?
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Does this involve an AI/ML system
with a learning or optimization

component?

Does the model behave in some
undesirable way from the perspective

of its developers?

Does the model score well on its
training metric while doing

something its trainers did not
explicitly intend?

Is the system a language model or a
language model-based agent?

Does the model unambiguously violate
the literal content of its

instruction?

Was the way in which it followed the
literal content unexpected or ex-ante

unpredictable?

Is there evidence the model behaves
differently depending on whether it

is being monitored?

Does the system display unexpected
behaviour that serves some

discernible metric or objective?

Was the system's environment
deliberately configured to enable or
encourage the observed behaviour?

Out of scope

Benign competence

Benign incompetence

Negative side effects Out of scope

Attributed SG Unattributed SG


